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Introduction

The field of consciousness studies is in a mess. Our problem — the nature and origins of
consciousness — is said to be the greatest mystery facing science today, yet despite dramatic advances
in neuroscience, consciousness research is still floundering in a mess of its own making. This is a
field with no agreed definition of its subject matter, no way of detecting or measuring it, numerous
theories with valiant attempts to test them, and yet completely unhelpful results. We need to reject
some of the fundamental assumptions on which this field depends and take a different starting point,
bringing together ideas from both Western science and Eastern religion. This step does not need wild
and wacky ventures into psychic realms, quantum universes, or the powers of an independent
conscious mind. Rather, if we can escape the ever-powerful drag into mind-body dualism, we find
that consciousness was there all along in the way we are constantly modelling the world. The answer
is deeply counter-intuitive and unnervingly simple. Our experience is just the flow of generative
mental modelling.

Tracing the history of attempts to create a science of consciousness, we can see our modern field of
consciousness studies as the latest in a lineage of failed dualist enterprises. From nineteenth-century
psychical research and twentieth century parapsychology to twenty-first century neuroscientific
theories, each attempt has eventually become a degenerative research programme (Lakatos 1978). In
the case of parapsychology, I trace my own failed attempts to find evidence for the paranormal, and
how this led me to reject the dualism these phenomena seemed to imply. In this most recent attempt,
we have become mired in the hard problem, the question of how consciousness arises from the brain
or how the brain generates something called consciousness, and the hopeless search for the neural
correlates of consciousness. We need a new approach.

I suggest that with the advent of predictive processing theory, and the Bayesian brain hypothesis, we
can reconceptualise consciousness without falling into dualism. Consciousness then becomes what it
is like to be all and any of the models created by living creatures. It does not arise as something
distinct from physical processes but is an inevitable aspect of them. I will explore the many
advantages of thinking this way about consciousness, and outline applications to altered states of
consciousness, mystical and meditative experiences, and the nature of self.

I blame the bat.

Where did we go wrong, and why? In 1974, philosopher Thomas Nagel asked his now famous
question, ‘What is it like to be a bat?’. He pointed out that we can never know what it is like to be
such a creature, or even another person, but the point of asking was to say that the bat is conscious if,
and only if, there is something it is like to be the bat — something it is like for the bat. And this, in the
absence of any other definition, is what we mean by being conscious.



The helpful side of this idea is that it directs our attention to ‘what it is like’. This captures our
feeling that subjective experience is ‘like something’; we hear sounds, enjoy varied colours and
textures, feel bodily sensations that are pleasant or distressing, and all these make up what it
is like to be me, alive and conscious now. The unhelpful side is a barely noticed assumption
embedded in this way of thinking: that the subject of ‘to be’ is the physical object — the
human, rat, fish, or robot, for example. This unavoidably creates an impossible duality. On
the one hand we have an objective, physical entity, the bat; on the other hand we have the
subjective, unmeasurable phenomenon of ‘what it is like” for the bat. This is the insoluble
‘hard problem of consciousness’ (Chalmers, 1995, a, b).

This assumption, that physical objects can be subjects of consciousness, is generally taken

for granted. Nagel states flatly that, ‘the fact that an organism has conscious experience at all
means, basically, that there is something it is like to be that organism’ (Nagel 1974 p 436)

and Chalmers (1995a, p 201) claims that ‘It is undeniable that some organisms are subjects of
experience.’ This is what I am going to deny.

I want to replace this dualism by claiming that the subject of consciousness cannot be any
physical organism or system. Instead, I suggest that the real subject of consciousness is the
mental modelling that organisms perform. Since ‘I’ am one of those mental models, what ‘I’
am conscious of is whatever this brain is modelling as part of my world — my model of
reality. This is a big shift, but I think we need a big shift if we are ever to escape the dualist
drag. With that in mind, [ will consider the implications of this shift and the new questions it
may open up for us to ask.

Attempts to study consciousness

I began by saying that the field of consciousness studies is in a mess, and I stand by that
claim. After all this time, and alongside the most magnificent flowering of neuroscience with
its ever more powerful scans and techniques, we still struggle away in a field which cannot
define or detect its subject matter and is swamped with competing theories. How many are
there? Among recent papers, some have compared five (Farhadi, 2022), seven (Mudrik et a/
2023), and twenty two theories (Seth & Bayne, 2022). In a ‘Landscape of Consciousness’,
Kuhn (2024, 2026) lists approximately 225, and his website (as of April 2026) lists more than
350 theories of consciousness. Surely any field that has no definition of its central term and
so many competing theories must be in trouble.

How should we proceed? We might take the lead from Popper’s (1959) falsificationism by
trying to derive clear and testable predictions from the most promising theories. People have
certainly tried. The most hopeful of these attempts is a recent adversarial collaboration
between the proponents of two opposing theories, Integrated Information Theory and Global
Neuronal Workspace Theory (Melloni ef al 2023; Corcoran et al 2025). This approach brings
the adversaries together to agree on testable predictions from their theories and experiments
to find out which fares best. The results, so far, have been disappointing, with no clear
outcome and (as yet?) no conclusion. If I am right about the state of the field these
inconclusive results are all we may expect.



A rather different way of thinking about a troubled science is Lakatos’s (1978) distinction
between progressive and degenerate research programmes. Rather than thinking in terms of
Kuhn’s paradigm shifts and falsification, Lakatos compared progressive research
programmes with degenerating ones. The former keep moving on, with new discoveries,
questions, hypotheses, and theories, developed in light of the evidence. The latter never move
on; they ask the same old questions, try the same old hypotheses again and again, argue for
the same theories, and fail to accept that they got something badly wrong from the start.

Consciousness studies, I suggest, is degenerate, and several previous attempts at a science of
consciousness have ended up degenerating too.

So what went wrong and why? The problem goes back to the temptation into dualism that
seems inherent in human nature; our unwillingness to accept that we are just living animals
who are doomed to die, the invention of souls, spirits and an afterlife, and the feeling that we
are persisting entities living inside our bodies and wielding the special powers of
consciousness and free will.

There have long been dissenters, such as Epicurus, Democritus, and Aristotle, and most
notably the Buddha. With no science, and relying purely on his insights from meditation, the
Buddha rejected the idea that the self is any kind of continuing entity. He urged us to realise
that our lives are full of suffering, that suffering comes from clinging to the false idea of a
persisting self, and that there is a way out of suffering by seeing through the illusion.
Remarkably, these self-demolishing ideas have survived for more than two thousand years,
and been revived in new and creative forms in the West. Yet the idea of a persisting self
keeps popping up again. Indeed this has happened within Buddhism itself, with its many
varied doctrines. For example, the idea of a continuing self that is reincarnated in life after
life goes right against the Buddha’s central insight, yet it thrives in Tibetan Buddhism,
perhaps an example of our will to believe that the world is how we want it to be rather than
the way it is.

Within science, Darwin’s discoveries threatened the dualist temptation, and many religious
Victorians simply rejected the idea of evolution by natural selection. Yet some rebellious
scientists tried to prove that Darwin was wrong by pointing to psychic powers, deathbed
visions, and the evidence for life after death claimed by spiritualist mediums (Gurney, Myers,
& Podmore, 1886, Myers, 1903), research that led to the founding of the new field of
psychical research (Gauld, 1968).

Spiritualism began in 1848, when two young girls living in Hydesville, New York, claimed to
be communicating with spirits of the dead through knocking sounds on the ends of their
beds. This kicked off a craze which kept spreading even after one of the girls explained how
the hoax was done. The wealthy and powerful in Victorian society hired spiritualist mediums
to sit in darkened rooms where their guests could be amazed by tilting tables, voices from
nowhere, and even visible ‘spirits’ that floated around the séance room giving messages of
comfort from the imagined other world.



Was there any truth in this? Could there have been? Was it worth even trying to find out? I
say yes. It is the mark of a good scientist that they are willing test even the most outlandish
theory if its consequences would be of great moment. If minds can really think and speak
without bodies; if conscious powers can survive death, if the living can communicate by
telepathy or move objects by the power of their minds, then much of science has to be
overthrown.

One scientist willing to put such outlandish claims to the test was Michael Faraday, famous
for his early work on chemistry, electricity, and magnetism, and his long association with the
Royal Institution in London. Hearing claims of table-tipping, he designed a simple
experiment (Faraday, 1853). He knew that ‘sitters’ would gather round a table in the dark,
rest their hands gently on the table top, and ask the spirits to come until the table started
moving, tilting, and even lifting into the air. With their hands still on the table, they believed
that the spirits were moving it. Faraday reduced the problem to this question; did the table
move first with the hands following, or did the hands move first, pushing or pulling the
table? Fixing squares of card onto the table top with ‘a soft cement consisting of wax and
turpentine’ he asked sitters to lay their hands on top, and marked the cards’ position. Once the
séance was over, he could check the cards. If the table moved first, they would lag behind the
movement; if the hands were pushing or pulling, the cards would move ahead. The answer
was clear. The hands were doing the work. The oblivious sitters were moving the table by
what he called ‘unconscious muscular action’. His experiment was a simple application of
Popperian falsification. There are two opposing hypotheses: the claim that the spirits are
doing it, versus the null hypothesis of human action, with a clear outcome to back one or the
other. Faraday had not dismissed this wild claim but had tested it and got his answer. He gave
up and turned his attention back to electricity.

Other seekers did not give up and the field of psychical research grew. The Society for
Psychical Research in London was founded in 1882, publishing books, proceedings, and
journals, as it still does today, and an American Society followed. Studies of thought-
transference, clairvoyance, hallucinations, and deathbed visions were reported, but with no
conclusive discoveries. Many claims were disproven and fraudulent mediums unmasked, but
there remained enough inexplicable phenomena that the research carried on despite the field
degenerating into unproductive disputes.

In the 1930s, in trying to distance himself from psychical research, J.B. Rhine founded a
laboratory to study the new field he called ‘parapsychology’ and began by operationally
defining such terms as extrasensory perception, telepathy, and psychokinesis (Rhine, 1934).
He proposed testable hypotheses, designed new experimental methods, and used new
statistical tests, hoping to prove that the conscious mind has independent powers of
communication and action at a distance. Typical tests involved a ‘sender’ guessing which of a
number of cards or images was being looked at by the ‘recipient’ (that is, testing for
telepathy) or hidden in a distant place (testing clairvoyance) or about to be selected (testing
precognition). Initial results got scores above chance expectation, but over the following



decades, when other experimenters tried to replicate the results, most failed (Irwin & Watt,
2007).

Did they give up like Faraday? No, not all. There are still parapsychologists at work, but with
no viable theories to work on, and typically finding only contentious and unrepeatable
results. Nearly a century after it was founded, parapsychology has become a degenerate
research programme too. Yet the longing to prove the powers of the conscious mind, along
with accounts of powerful personal experiences, seems to drive the disheartening work on.

One parapsychologist who did give up

I was once in thrall to the dualist drag. As a student in 1970 I had a dramatic and long-lasting
out-of-body experience (OBE) (Blackmore, 1982, 2020). The whole experience was so vivid
and realistic that it convinced me that my conscious mind had been travelling in the astral
world and visiting far-away places. | even developed a theory about thought forms that are
related by similarity and independent of space and time to explain it. I lapped up claims of
paranormal phenomena and decided I must become a parapsychologist myself. I would prove
my Oxford tutors wrong because, unlike them, I knew that consciousness was not tied to the
physical body.

Investigating OBEs directly was too hard for a young student hoping to do a PhD and
overthrow the materialist world view. So I began with basic studies of telepathy and
clairvoyance. My first experiments gave positive results, but then came disappointment.
Once my experimental designs and statistical methods were good enough, all signs of
psychic powers disappeared. With each set of chance results, I moved on — when
clairvoyance did not work, I tried telepathy; then twins; then people in altered states of
consciousness, and when that failed I got out of the lab and studied poltergeists and ghosts.

Imagine a young woman whose short research life had gone nowhere trying to prove that
dualism was true. Not only that, but my whole persona was associated with psychic claims. I
was the weirdo in college, running the student Society for Psychical Research, leading ouija
board sessions, reading Tarot cards, training in magic and witchcraft, joining table-tilting
sessions, and sitting with mediums who claimed to contact the dead. Now I was wondering
how many of these claims were false. One night, as I lay in the bath, I asked myself this
question, ‘Could all the claims be false — a// of them?’ Yes they could. I had to change my
mind.

This was the best possible lesson any budding scientist can have. Changing your mind is
stressful and distressing, but not the end of the world. Giving up your pet theory is not a
disaster. Being wrong just opens the way for new ideas, new questions, and new experiments.
And best of all, if you have had to change your mind in such a dramatic way as I had, you are
not afraid to change your mind again. That is what parapsychology, and all those years of
failure, gave me — freedom from the fear that [ might be wrong — and this applies too to the
proposal I am making here.



Where now? The world is full of people who believe in the magical powers of an
independent conscious mind. The reason for all this is not stupidity but personal experiences,
not just out-of-body and near-death experiences (NDEs) but extraordinary coincidences,
prophetic dreams, powerful visions, and striking presentiments. That was what I needed to
understand. These experiences are worth studying for their own sake.

Studying OBEs was easy — not easy in the sense of the answers being obvious, but in the
sense that, unlike the paranormal, the mystery succumbed gradually to scientific
investigation. First [ needed a definition, a simple, noncommittal description of the
experience itself. I chose this: “an experience in which you seem to see the world from a
location outside the physical body” (Blackmore, 1982) This is how it feels but, importantly,
the definition is neutral as to whether something actually leaves the body or not. From there
progress was possible.

I wondered what leads us to feel so strongly that there is an ‘I’ inside our body if there’s no
spirit or soul there. Perhaps the brain models the world in the best way it can, creating a
‘model of reality’ using a viewpoint from the position of the eyes to make behaviour
possible. Perhaps this modelling of a self-in-a-body is what fails under these special
conditions. Then the brain can no longer unite the senses to create a stable view, and in its
attempts to return to normality it continues to construct the feeling of a body but one that is
disconnected from the physical. This rough idea turned out to be not too far from the truth
and, over the next few decades, the explanation for OBEs fell into place with no need for
psychic or dualist claims (Blackmore, 2020).

In 2002, Swiss neurosurgeon Olaf Blanke was investigating a patient with epilepsy by
placing an array of fine electrodes on the surface of her brain. He discovered, quite by
accident, that when he stimulated a spot on her right temporo-parietal junction she reported
leaving her body and floating above it. Manipulating the position and strength of the
stimulation, could induce and even begin to control the sensation. This was critical because
that location is the site of the body schema, a model of our bodily shape, that is constantly
updated by sensory input, and is essential for controlling action. We can say that OBEs are a
natural consequence of disruptions to the body schema.

Philosopher Thomas Metzinger, has taken this idea further to propose the concept of the
‘phenomenal self-model” which is more than just the body schema and includes our whole
sense of self. He thinks that OBEs may even explain the origin of the concept of a soul
because anyone who has this experience is almost bound to become a dualist (Metzinger,
2005). He famously said, “Nobody ever was or had a self. All that ever existed were
conscious self-models that could not be recognised as models.” (Metzinger, 2003, p 1).

Neuroscience has transformed our understanding of near-death experiences (NDEs) which
are so often taken as proof of survival. The light at the end of tunnel is related to
hyperactivity in visual cortex; the ‘life review’ in which memories seem to come all at once,
depends on hyperactivity in temporal lobe; the wonderful feelings of bliss and acceptance are
triggered by the release of endorphins, and the OBE follows from disruption of the body



schema and phenomenal self-model (Blackmore, 2020). We have no need to invoke souls or
other worlds to explain these life-changing experiences.

Now we have a progressive research programme with new research, improving theories, and
no need for dualism. Meanwhile, the field of near-death studies largely rejects such findings,
and remains degenerate, ever seeking evidence that the mind can leave its body, with no
explanation of how, and ever repeating the same few ‘amazing’ stories. Books about journeys
to heaven and life after death proliferate (Alexander, 2012; Besteman, 2012; Burpo, 2010)
while sceptical books lie unread. Either way, nothing in these explanations is helping us to
understand the nature of consciousness.

Back to consciousness

In 1989 the British psychologist, Stuart Sutherland, famously wrote, “Consciousness is a
fascinating but elusive phenomenon. It is impossible to specify what it is, what it does, or
why it evolved. Nothing worth reading has been written on it.”

This was not entirely true. That year, when I began teaching a course on consciousness at
Bristol University, we could consider nineteenth century physiologists, such as Helmholtz
and Weber, and the wonderful ideas of William James (James, 1890), learn how this
promising beginning ended with Freud’s popular but misguided ideas, and explain how
1920s behaviourism made it all but impossible to speak about consciousness in scientific
circles. There was little more. But then everything changed.

Two books arguably marked the start of the modern field of consciousness studies in the
early 1990s. Philosopher Dan Dennett’s (1991) Consciousness Explained was widely hated,
and often derisively renamed ‘Consciousness Explained Away’, perhaps because Dennett
systematically tried to dismantle our cherished illusions. He exposed our lurking dualism
with a vivid image that he dubbed the ‘Cartesian theatre’. This is an imaginary place inside
the brain where ‘I’ sit, watching the world on my own private screen in my own private
theatre. It’s so natural. It almost has to be that way. Yet there is no such place inside the brain.
The brain is a massive parallel processing system with no middle where input and output
meet, no need for an inner ‘me’ to experience and control the show, and no ‘finishing line’
beyond which something ‘enters consciousness’. He replaced this imagined theatre with his
theory of ‘multiple drafts’, the idea that information flows through the system in multiple
versions, through multiple routes. We then, after the fact, attribute consciousness to only
some of these drafts and conclude that these were what we were conscious of.

Dennett was especially hard on those many researchers who, while determinedly claiming
not to be dualists, still believe in this Cartesian theatre. He dubbed them ‘Cartesian
materialists’. No one wants to be called a Cartesian materialist. Yet all these decades later,
there are still plenty of Cartesian materialists around. Indeed I fear that the real problem with
consciousness studies today is that a majority of consciousness researchers are closet
Cartesian materialists. The lure of subtle forms of dualism is that strong.



A few years later, in The Astonishing Hypothesis, Francis Crick (1994) aimed to dispel any
dualism with the deeply unpopular idea that, ‘You’re just a pack of neurons’. He and
neuroscientist Christof Koch had suggested that explanations should begin with correlations,
not causes (Crick and Koch, 1990, 1992). So began the enduring hunt for the ‘neural
correlates of consciousness’ (NCCs), a hunt that I hope to show has been far from
constructive and indeed even detrimental to the science of consciousness.

Also in 1994 came the first of the now well-known biennial Tucson conferences. Originally
called ‘Towards a Science of Consciousness’ (TSC) and later upgraded to ‘The Science of
Consciousness’. It was here that philosopher David Chalmers accidentally coined the term
‘the hard problem’. According to his own account, before he began to read a long and
difficult paper he gave an off-the-cuff clarification along the lines that he wasn’t talking
about the ‘easy problems’ such as learning, memory, vision, or hearing, but ‘really hard
problem’ of consciousness itself (Chalmers, 1995 a, b). He described this as the problem of
explaining how physical processes in the brain give rise to subjective, conscious experience
and the phrase stuck.

The hard problem is really a restatement of the centuries old mind-body problem, the
problem of uniting two apparently incompatible phenomena —objective-subjective, inner-
outer, measurable against the invisible and private. But is it really hard or actually
impossible? And if it’s impossible why do people even try to solve it?

Some don’t. It has been called the ‘wrong problem’, the ‘hard non-problem’, ‘a theorist’s
illusion’ (Dennett, 2005, p 134) and a ‘Hornswoggle problem’ (Churchland,1996). Yet many
scientists and philosophers have tried to solve it and failed. Chalmers concludes that, ‘at the
present time there are no solutions that command any sort of consensus’ (Chalmers, 2018, p
7) and he adds the ‘meta-problem’, ‘the problem of explaining why we think consciousness
poses a hard problem’ (Chalmers, 2018, p 6).

Multiple new theories of consciousness have now been developed, most notably Global
Workspace theory, Neuronal Global Workspace theory, Integrated Information Theory,
Recurrent Processing Theory, and Higher Order Theories. These, and hundreds more, are
listed in Kuhn’s (2024) extensive survey. Clearly there is enthusiasm for these theories but do
they either avoid or solve the hard problem? I think not, for none has truly accounted for
‘what it’s like’ to be conscious — for what it’s like to be me now.

Global Workspace theory makes an interesting example because it can be interpreted in two
radically different ways, neither of which solves the problem. In Baars’s (1988) original
version, the brain has a global workspace akin to working memory and that can be likened,
metaphorically, to a stage in the theatre of the mind. This fits nicely with the intuition that a
stream of events is coming and going in the space of our conscious mind. Is this a hidden
Cartesian theatre? Baars claims not. The central idea is that information on the stage inside
the workspace is conscious while that outside is unconscious, and information in the fringe
only partly conscious. Once information gets into the workspace it is widely broadcast to the
rest of the unconscious brain and is consciously experienced.



The crunch here comes with the word ‘and’. One interpretation is to say that all information
(or processing, or items, or ideas — writings on this point are, tellingly, very variable) is
unconscious until it gets into the workspace and then it becomes conscious. This is surely
magic. Nothing is explained by saying that consciousness suddenly appears, or that
information suddenly acquires something new. Yet from the multitude of writings on GWT,
this interpretation is clearly common.

An alternative is that ‘and’ equates the two. Being broadcast and accessible to report is all
there is; subjectivity and access are the same, and there is no hard problem to solve. This is
Dennett’s multiple drafts theory. Using the analogy of ‘fame in the brain’, he reminds us that
being famous is not something in addition to being on TV, writing best-selling books, or
being born a princess, just as health is not something in addition to fitness and lack of
disease. Likewise, being conscious is not something in addition to being widely broadcast.
For years I favoured this interpretation because it avoids that magical step of unconscious
processes (or items or information) ‘becoming conscious’. Yet, in the end, how can there be a
‘what it’s like to be’ for the information that is broadcast and not the rest. This theory, like all
the others, seems eventually to fail to explain ‘what it is like’.

Dennett was a strong illusionist, claiming that there are no such things as qualia, no
ineffable, intrinsic, private experiences that we seem to be having. Yet isn’t this precisely
what we are trying to explain? I am often called an illusionist, along with Dennett and Keith
Frankish (2016), but unlike them, I don’t deny the existence of private, ineffable experiences.
So I prefer the term ‘delusionist’, because I’'m making only the simpler claim that we are
deeply deluded about our own minds. To make any progress we must first dispel our deep-
seated dualist intuitions.

But how?

First we must acknowledge how deep they run. Chalmers defined the hard problem as, ‘the
question of how physical processes in the brain give rise to subjective experience’, and
asked, ‘Why should physical processing give rise to a rich inner life at all?’ (Chalmers,
1995a, p 201 my italics). But this simple word, ‘arises’, gives the dualist drag away, implying
that consciousness is something distinct from that activity. Indeed, Chalmers is himself a
dualist, although of a subtle kind, as he has to be if consciousness ‘arises’ from the physical
world. But the majority of researchers in psychology, philosophy, and neuroscience seem to
want to have it both ways. They reject dualism and yet keep asking such questions as, ‘How
is consciousness generated by the brain?’, ‘How is consciousness produced?’ or ‘Which
species have consciousness and which do not?’

Even worse, I suggest that this same implied dualism undermines the famous hunt for the
neural correlates of consciousness (NCCs). This is tricky because at the outset, more than
thirty years ago, looking for correlations sounded like exactly the right thing to do, and the
research it spawned has been so extensive. But to find a correlation between two things you
need to be able to detect or measure each of them separately, and this we cannot do for



consciousness. Instead, we end up looking for objective ‘signs of consciousness’ such as
verbal report, pressing levers, or making choices, rather than ‘consciousness itself’.

As a good example, Tim Bayne and his colleagues set out to discover ‘when consciousness
arises in human development, ... and how it is distributed in nonhuman species’ (2024 p
454), hoping to find ‘C-tests’ that would identify ‘consciousness as such’ (p 457). Yet their
seven tests all involved either behavioural measures or physiological ones. In other words,
they could not find the ‘consciousness as such’ they sought. I suggest that this is inevitable
because consciousness is not something that can be independently measured.

So Chalmers is probably right when he claims that, ‘After all, almost everyone allows that
experience arises one way or another from brain processes’ (1995 a p 206 his italics). I must
be one of his ‘almost’ because I do not. Instead, I think these phrases reveal the rot at the
heart of consciousness studies. This is why, albeit reluctantly, I conclude that our field is full
of closet Cartesian materialists.

Where do we go from here? Do we have to throw out so much and start again? Yes, I think
we do. [ want to replace the idea that consciousness arises from, or is generated by, brain
activity with the idea that consciousness is intrinsic to how we model ourselves in the world.
It is ‘what it is like’ being a generative mental model in a Bayesian brain. I want to reject the
idea that physical objects such as bats or babies can be subjects of experience and replace it
with the idea that only the active models they construct can be.

Modelling myself in a world

I had the beginnings of an idea in the early 1980s, having had some transformative
experiences with psychedelics, as well as spontaneous mystical experiences and OBEs, and
had begun regular Zen meditation practice. Gradually, I began to think of myself not as a
separate entity inside my brain but as only a model or a representation of such an entity, and
that the world ‘I’ experience is also only a model constructed in my mind. This constructed
self, the ‘I’, can never get at the real world out there — whatever that may be — there are only
these models.

After rejecting psychic and paranormal claims, and giving up being a witch and a Tarot
reader, I stumbled upon a meditation teacher. This was John Crook, not an Eastern guru in
exotic robes but Reader in Ethology at the University of Bristol. As well as a teacher of
Tibetan Dzogchen and Zen, he was a Chan master, Chan being the lesser known Chinese
precursor to Zen. In that first meditation class, in 1980, he said, ‘If you can just sit, doing
nothing, you will be able to hear the sound of a woodlouse crossing the floor’. This silence
seemed impossible, but an impossibility I determined to tackle. And so began my lifetime of
Chan practice. I am not a Buddhist, and have no intention of taking any vows or precepts but
am endlessly grateful for the teachings.

Chan, like Zen, does not emphasise the attainment of psychic powers, although other
branches of Buddhism do. It goes straight to the heart of the matter, relying on devastatingly
simple practices. The central task is ‘just sitting’, and the purpose is inquiry into the self. A



flavour of this endeavour is encapsulated in a famous saying by the thirteenth century master
Dogen Zenji, who studied Chan in China before returning to his home in Japan and teaching
there.

To study the Buddha is to study the self,
To study the self is to forget the self,
To forget the self is to be to be actualized by the myriad things.

This was what my struggles and distress had been about —the troublesome, tiresome,
frightened, self-hating self. This combination of OBE, the mind-opening effects of
psychedelics, and the disciplined practice of Chan was leading me deeper into the idea that
all experience is mental models, that all I can experience is whatever this brain constructs as
its ever-changing, flowing ‘model of reality’. Furthermore, I concluded that I must, myself,
be part of those models. There is no soul or astral body or inner magical self that experiences
this world. There is only a model of such an imagined self, a ‘me-now’ model within a
model. It’s models all the way down.

But there was a big problem. I could not understand what a mental model could be. I was not
trained as a philosopher and felt inadequate to understand how neurons firing and
connections changing in a brain could represent, or make models of, something else. Even
so, in 1985 I gave a conference presentation called, “What it’s like to be a mental model’, with
obvious reference to the famous bat (Blackmore, 1986a), and went on to write about changing
models of reality in meditation (Blackmore, 1986b), mental models in sleep and lucid dreaming
(Blackmore, 1989), and in mystical experience and meditation (Blackmore, 1990). Then I gave up
(again) and turned to more conventional ways of studying consciousness, none of which got
to the root of the problem.

Now, at last, something has changed. With the advent of predictive processing theory, we can
understand how and why brains create models of selves in a world. Based on the ‘Bayesian
brain’ and ‘active inference framework’, this theory turns perception into a process of
inferring the causes of sensory input by building active models of the world in order to
predict and control behaviour, and ultimately to reduce free energy.

Whenever there is a mismatch between a prediction and the actual input, an error message is
sent to improve further predictions. It is only these error messages that flow upwards through
the system. So we make guesses about the world and have our guesses corrected. We are, if
you like, living in a controlled hallucination. As neuroscientist Anil Seth (2021) explains, if
we think of hallucinations as uncontrolled perceptions, we can think of perceptions as
controlled hallucinations — controlled by reality.

This explains a long-known fact that once seemed deeply mysterious — that there are more
outgoing neurons in the brain than incoming ones. Yet this seems mysterious only if your
intuition about consciousness is that information enters the brain, moves up through all the
layers of processing, and eventually ‘enters consciousness’ and is presented to ‘me’. This is
the intuition that leads to Dennett’s mythical audience in the Cartesian theatre, and leaves us
asking unanswerable questions: When the picture arrives what happens then? Does this



information somehow ‘become conscious’ or ‘enter consciousness’, or ‘arise’ from
unconscious processes? And if so how? This is what Dennett calls the ‘hard question’ as
opposed to the hard problem. He asks, ‘And then what happens?’ (Dennett, 2018). Predictive
processing sweeps away all these false intuitions and unanswerable questions and leaves us
with an image of a brain actively reaching out to make sense of its world and building
flowing, ever-changing models to do so.

It is these active, generative, predictive models that are the models I have been thinking
about all along. They are all we have and all we are. We are an ever-changing me-now model
in an ever-changing model of a world.

I want to emphasise that this is all we have. Unless we believe in a soul or spirit or astral
body, we must accept that we have nothing but information coming into a brain in the form
of neural impulses. As Richard Dawkins points out, swallows have eyes and bats have sonar
but each actively models and navigates a three-dimensional aerial world of fast moving
targets, constantly updating the model with incoming nerve impulses. He adds, ‘Nerve
impulses are nerve impulses are nerve impulses, whatever their origin.” (Dawkins, 2024, p 8).

Do we then need something else called ‘consciousness as well?” And if we did, what would it
have to do? Would it latch onto some of these models and make them conscious, add a bit of

consciousness, or turn them from unconscious to conscious models? Would it light up models
of self so that ‘I’ become conscious of some things and not others? How would it do that?

I say no - we need nothing else. All we have and all we need is these fast-flowing, ever-
changing, dynamic models of a self in a world. These are descriptions. So this means that it
makes sense to say that there is ‘something it is like to be’ such a model. What is it like? It is
like whatever the model describes, whether that’s a tree, a red apple, the smell of coffee, or
an observer who is seeing or smelling these things. We cannot say this of a physical bat, or a
baby or of any physical object. We inevitably hit the hard problem if we try. We do not hit the
hard problem in saying there is ‘something it is like to be” a mental model because these
models describe their own ‘what it is like’.

This is the step we have to take. A bat, baby, octopus, or human being cannot be conscious
but the predictive models they build can be and are.

This is so simple and yet changes everything. If you look around you now you will
experience a world with yourself in it, and you know that all you have is sensory information
flowing in. Look at that window. You know it’s a window, that it has glass you can see
through, that if you get up and walk towards it you will see a wider view. You know all this
because of the information gleaned over a lifetime that is drawn upon to construct the prior
expectations used by the Bayesian brain to make its guesses. Anything you look at, or hear,
or feel, is the same — neural impulses are used to make guesses about a world and an
experiencer in it. Your experience is the flowing, ever-changing models of yourself in this
world.



Others have already drawn connections between consciousness and predictive processing but
none, as far as I can see, has taken the step I am proposing. For example, Seth suggests that,
rather than a theory of consciousness, predictive processing might be ‘an empirical theory for
consciousness science’ (Seth and Hohwy, 2021; original italics) or a framework for systematically
mapping neural mechanisms to aspects of consciousness (Seth & Bayne, 2022). Andy Clark suggests
that predictive processing might “lay the groundwork for a substantive, but revisionary, account of
consciousness itself” (Clark et al., 2019, p. 20) and Jacob Hohwy describes it as a way to “discover
aspects of consciousness in a general account of brain function” (Hohwy, 2015, p. 321) and even as
potentially providing inroads on the hard problem (Hohwy & Seth, 2020).

Other specific suggestions are that ‘human experience arises at the meeting point of predictions and
sensory evidence’ (Clark, 2023, p. 38) that predictive processing ‘can explain the distinction between
conscious and unconscious states in terms of whether a mental state is part of a current “best guess”
(or optimal posterior) during perceptual inference’ (Seth & Bayne, 2022, p. 446) or that ‘active
inference is necessary for changes in conscious content’ (Robinson ef al., 2025). For Jacob Hohwy,
‘what gets selected for conscious perception is the hypothesis or model that [...] is currently most
closely guided by the current (precise) prediction errors’ (Hohwy, 2012, p. 5).

But note the implicit assumptions lurking here, first there is the assumption that
consciousness ‘arises’ from these processes — the assumption I have been at pains to reject.
Then there’s the distinction between conscious and unconscious contents, and the claims that
information is ‘selected for’ entry ‘into consciousness’. This is so common, yet I have long
argued that ‘consciousness is not a container’ (Blackmore, 2002). All these reveal what it is |
want to change. I want to replace these assumptions by claiming that being conscious is
nothing more nor less than what it is like to be a generative mental model. This is so for all
and any generative models in a Bayesian brain — what it is like to be them is whatever they
are actively describing.

Implications

The main advantage of this way of thinking is this: If we ask ‘What is it like to be a bat?” we
cannot answer. But if we ask ‘what is it like to be a bat’s model of the world’, we can. The
answer is, ‘it is like whatever the model says it is like’. So these active models give us, right
there, the ‘what it’s like’. Consciousness need not ‘arise from’ or be ‘generated by’ a physical
brain, it is intrinsic to the modelling that brains do all the time.

The main disadvantage, if it can be called that, is that this goes against so many of our
intuitions. Most challenging is my claim that there is ‘something it is like to be’ all the
modelling going on within any brain all the time, and that ‘I” am just another aspect of this
modelling. But I believe that if we make this move we escape the dualist drag that lies at the
root of all our problems.

Is this a testable theory from which we can immediately derive predictions to compare it with
other theories? Not yet. But I do think that it can lead us to ask new questions, make new
discoveries, and hence can turn consciousness studies into a progressive research
programme.



The questions we ask determine where our science is heading, and from this new perspective
we have been asking the wrong questions. For example, researchers ask, ‘Is a fish
conscious?’, or a frog, elephant, baby or foetus, and assume there is an answer. Yet, as
discussed above, Bayne and colleagues (2024) ended up having to use behavioural and
physiological ‘indicators of consciousness’ because ‘consciousness as such’ cannot be
detected.

This reminds me of the second Tucson conference, when Chalmers strode up and down the

stage pointing at people with a hairdryer borrowed from his hotel room, and saying ‘You’re
conscious’ or ‘You’re a zombie’, illustrating the point. We still do not have a ‘C-meter’ and

never will. If consciousness is what it is like being mental models, then we do not need one.
What we need is to investigate the modelling that any system is doing. Then, in principle at
least, we can know what being that is like.

Other questions we can stop asking include those about the function of consciousness. This is
because consciousness has no function of its own: the functionality of any system rests
entirely with the modelling it does, not with something separate called ‘consciousness’. For
the same reason, we need not consider the ‘effects of consciousness’ or the ‘power of
consciousness’.

This has interesting consequences for the horribly vexed question of why consciousness
evolved (see e.g. Blackmore, 2016; Blackmore & Troscianko 2024; Feinberg & Mallatt,
2017). The temptation is to say, as psychologist Nicholas Humphrey puts it, that “either we
throw away the idea that consciousness evolved by natural selection, or else we have to find
a function for it.” (Humphrey, 1987 p. 378). He goes on, ‘we can take it for granted that—Iike
every other specialized feature of living organisms—it has evolved because it confers
selective advantage’ (Humphrey, 2011, p 14). Obviously we would not want to give up on
natural selection, but now we have an alternative. If consciousness is what it’s like to be a
mental model then it is the modelling that is functional, not ‘consciousness itself’.
Consciousness evolved because predictive processing evolves.

Happily, this means that we can stop worrying about the philosophical zombie, that imagined
creature that looks and behaves exactly like a conscious creature but is not conscious. We can
certainly imagine such a creature, but the problem is whether one is actually possible, and
without any C-tests or C-meter, we cannot find out. But this whole fraught debate falls away
if consciousness is what it’s like being an active mental model because any creature that is
modelling its world with predictive processing and active inference — and that may mean all
creatures that engage in behaviour of any kind — must be living by such a modelling process.
The philosopher’s zombie is conceivable but impossible.

Finally, we should stop asking which processes, actions, contents, pieces of information or
areas of the brain are conscious and which are not. These questions, though so frequently
asked, do not make sense. If we understand all predictive modelling as having ‘something it
is like to be’, then there can be no distinction between conscious and unconscious processes,
and we should stop asking.



This is perhaps the hardest assumption to let go of but the most important. It certainly seems
as though I am conscious of some perceptions and not others, that I carry out some actions
consciously and others unconsciously. Surely this has to be explained. Indeed it does, but if
consciousness 1s what it is like being a mental model then the explanation we need is entirely
different from any that implies a difference between conscious and unconscious ones. I
suggest that when ‘I’ am conscious of a perception, thought, or action, this is not because
these are ‘in’ consciousness, or have consciousness added to them. It is because they are part
of the ‘me-now model’. After all, ‘I’ am a model too, one that is needed to make sense of the
world and my body 1n it. Although there may be countless models being created and passing
away all the time, only those that form part of my current self-model seem conscious to ‘me’.
This entirely replaces the distinction between conscious and unconscious processes that is so
often struggled with.

I have already mentioned that we can abandon the search for the neural correlates of
consciousness. [ would say that there are correlates of all the modelling processes going on in
brains, and there is something it is like to be all of them, but there are no correlates of
something else called ‘consciousness itself’. This does not mean that all the work on the
NCCs has been in vain. We have learned a great deal and now need to use this knowledge to
understand much better how our mental models are built and therefore what it is like to be
them.

Taking the top layers off

Long ago, late one evening, smoking cannabis, thinking deeply, and exploring my mind’s
adventures, I seemed to hear the words, ‘You have to take the top layers off!’. This made no
sense at the time but seemed so significant that [ wrote it down in my notebook of ideas, and
occasionally wondered about it in the decades that followed. Now it makes sense.

We can think of a Bayesian brain as a pyramid in which, at every level, prior knowledge is
used to predict the input coming from the layer below, trying to find the best explanation of
the causes of that input. The lowest layers process sensory input and the higher layers deal
with ever more complex information, eventually modelling a world ‘out there’, and an
experiencing self ‘in here’. It is these same higher levels that are disrupted with psychedelics,
possibly including cannabis, which is why they can have such profound effects on the sense
of self.

Meditation practice can now be seen as doing this letting-go deliberately, training the brain to
take ever more of the top layers off, letting go of all those self-related, obsessional, and
distressing thoughts, leaving the mind calmer, clearer, and simpler. Ruben Laukkonen and
Helen Slagter (2021) propose that meditation gradually reduces engrained habits of
predictive processing, including the self, until all conceptual processing falls away and
allows insight into one’s own mind.

The idea of dropping down through the layers of predictive processing applies perfectly to a
series of eight meditative states called the jhanas, which are described in early Buddhism and
reached through deep concentration (Brasington, 2015). There are four bodily jhanas



working with the sensations and emotions of the physical body, and four formless jhanas
leading to experiences of endless space, endless consciousness, and no-thingness. Although
long neglected, and even warned against in some meditation traditions, these are now being
more widely taught and even studied in the lab. For example, neuroimaging studies of
advanced jhana practitioners have confirmed that deep meditation involves deconstruction of
the hierarchical organisation of the brain (Chowdhury, A. ef al. 2025; Demir, U., et al. 2025). In
my own practice [ have found that it helps me to think about the changes from one jhana to
the next in terms of dropping down through these layers of predictive processing. In other
words, knowing the science is helping me with the practice itself and the practice is helping
me to understand the science.

In a state of ‘pure consciousness’ there is bright awareness but with no thoughts, perceptions,
or sense of self. Claims of such states have long been dismissed as impossible on the grounds
that experience is impossible without an experiencer, some philosophers even arguing that
that the concept of experience necessarily entails an experiencer. Yet many people will claim,
as [ would, that selfless experiences are perfectly possible. Thomas Metzinger (2024) has
collected over five hundred detailed descriptions of ‘minimal phenomenal experiences’
including ego-dissolution, content-free wakefulness, and nondual awareness. Other studies
have attempted to measure brain changes in such states (Travis & Pearson, 2000) and
predictive processing theory has been applied to understanding minimal phenomenal
experiences, suggesting that these simplified states occur when the precision weighting, or
attentional process, shifts from the highest levels of the hierarchical inferential system to the
lower levels (Mago et al., 2026). In other words, processing of high level thoughts about
‘me’ and my ideas and plans, is dropped in favour of ever simpler sensory processing,
ultimately leaving only the awareness of being aware.

I am hopeful of a better future for the science of consciousness. Research is at last valuing
the special knowledge of people who use psychedelics to study their own minds and those
who train for decades to experience deep states of meditation. This means a coming-together
of two ways of approaching consciousness, the disciplined study of personal experience with
the best of neuroscience, the inner with the outer, the subjective with the objective; one
coming from Eastern spiritual teachings and the other from Western science and philosophy.

For myself, I now live more and more in the knowledge and experience that it’s all models,
all the way down. I can ‘take the top layers off” and let thoughts settle, slow, and stop. Then
the world seems brighter, more alive and fully present. Knowing that other people are models
in my own mind encourages compassion. Events seem to unfold with less need to choose or
control, and with deeper letting go there is no world and no self to act. I value this famous
saying from the Avatamsaka Sutra,

“To know all the Buddhas of the past, present, and future, only perceive that all worlds of
experience are totally created by the mind.’

We may have been asking the wrong questions about consciousness but at last that is
changing. Whether my suggestions here are valid or not, I don’t think we will be stuck in the



mess much longer for we have new questions. And in the end what matters most is the
questions we ask.
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